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DurableServer provides durable, distributed GenServer processes backed by pluggable storage.
DurableServer implements fault-tolerant, stateful processes that can survive node failures,
restarts, and deployments by automatically persisting state to storage and
coordinating across a distributed cluster.
Key Features
	Durable state: Automatically persists state to storage with configurable sync intervals
	Cluster coordination: Uses distributed registry for process discovery and health monitoring
	Capacity-aware placement: Monitors CPU, memory, and disk usage to route new processes
to nodes with available capacity
	Sticky placement: Environment variable-based placement preferences (e.g., same machine,
same region via FLY_REGION, etc.) with time-gated fallback to preferred nodes
	Automatic recovery: Failed processes are detected and restarted across the cluster
	Graceful shutdown: Ensures state is synchronized before termination
via DurableServer.Terminator

Architecture
DurableServers must be started through DurableServer.Supervisor, which provides:
	Prefix-based isolation between different supervisor instances
	Graceful shutdown coordination via Terminator GenServer
	Automatic lifecycle management and restart capabilities with coordination across the cluster

See DurableServer.Supervisor for supervisor setup and configuration options.
Basic Usage
defmodule MyCounterServer do
  use DurableServer, vsn: 1

  def dump_state(state) do
    %{count: state.count}
  end

  def load_state(_old_vsn, %{"count" => count} = _dumped_state) do
    %{count: count}
  end

  def init(%{count: count} = state) do
    IO.puts("Starting with count #{count}")
    {:ok, Map.merge(state, %{started_at: DateTime.utc_now()}), permanent: true}
  end

  def handle_call(:increment, _from, state) do
    new_state = %{state | count: state.count + 1}
    {:reply, new_state.count, new_state}
  end

  def handle_call(:get_count, _from, state) do
    {:reply, state.count, state}
  end

  def handle_call(:reset, _from, state) do
    {:reply, :ok, %{state | count: 0}}
  end
end

# Start the supervisor first (typically in your application.ex supervision tree):

children = [
  ...,
  {DurableServer.Supervisor, name: MyDurableSup, prefix: "durable/"}
]

# or start directly if you simply want to demo:
{:ok, supervisor_pid} = DurableServer.Supervisor.start_link(
  name: MyDurableSup,
  prefix: "durable/"
)

# Start individual servers through the supervisor
{:ok, {pid, _meta}} = DurableServer.Supervisor.start_child(
  MyDurableSup,
  {MyCounterServer, key: "user_123", initial_state: %{count: 0}}
)

# Use the server
GenServer.call(pid, :increment)  # => 1
GenServer.call(pid, :increment)  # => 2
GenServer.call(pid, :get_count)  # => 2
Note: for releases, :os_mon must be added to extra_applications in mix.exs:
def application do
  [
    mod: {My.Application, []},
    extra_applications: [:logger, :runtime_tools, :os_mon]
  ]
end
Advanced Example: Session Manager
defmodule UserSessionServer do
  use DurableServer, vsn: 2

  def dump_state(state), do: Map.take(state, [:user_id, :session, :last_activity_at])

  # migration logic for version 1 -> 2
  def load_state(vsn, dumped_state) do
    case vsn do
      1 ->
        # migrate to v2 logic

      _ ->
        %{
          user_id: Map.fetch!(dumped_state, ["user_id"]),
          session: Map.get(dumped_state, "session" || %{},
          last_activity: dumped_state["last_activity_at"],
        }
      end
  end

  def init(%{} = loaded_state) do
    init_state = %{loaded_state | last_activity_at: System.system_time(:millisecond)}
    {:ok, init_state, sync_every_ms: 30_000}
  end

  def handle_call({:update_session, func}, _from, state) do
    %{} = new_session = func.(state.session)
    new_state = %{state | session: new_session, last_activity: System.system_time(:millisecond)}
    {:reply, :ok, new_state}
  end

  def handle_call(:get_session, _from, state) do
    {:reply, state.session, %{state | last_activity: System.system_time(:millisecond)}}
  end

  def handle_call(:logout, _from, state) do
    {:stop, :normal, :ok, %{state | last_activity: System.system_time(:millisecond)}}
  end
end
Configuration Options
DurableServer supports these options in the init/1 or init/2 return tuple:
	:auto_sync - Enable automatic periodic syncing (default: false)
	:sync_every_ms - Sync interval in milliseconds (default: 30_000)
	:meta - Optional metadata to include for the globally registered server which is
returned alongside the pid with DurableServer.Supervisor.lookup/2.
	:permanent - Mark server for automatic restart by LifecycleManager (default: false)

Accessing Runtime Info
DurableServer provides runtime information through the optional init/2 callback.
The info map contains supervisor references and any user-defined data configured
via the supervisor's :init_info option.
Built-in Keys
The following keys are always present in the info map:
	:key - DurableServer key
	:supervisor - The DurableServer.Supervisor name
	:task_supervisor - Task supervisor for spawning async tasks
	:dynamic_supervisor - The DynamicSupervisor managing DurableServer processes

User-defined Keys
Pass custom data to all servers via the supervisor's :init_info option:
# In your supervision tree
{DurableServer.Supervisor,
 name: MyApp.DurableSup,
 prefix: "myapp/",
 init_info: %{api_client: MyApp.APIClient, config: %{timeout: 5000}}}
Then access it in your server's init/2:
def init(state, info) do
  api_client = info.api_client
  timeout = info.config.timeout
  {:ok, %{state | api_client: api_client, timeout: timeout}}
end
Choosing Between init/1 and init/2
	Use init/1 if you don't need access to supervisor references or custom init_info
	Use init/2 if you need the task supervisor, dynamic supervisor, or custom data

Both callbacks are optional. If you implement init/2, it takes precedence.
If neither is implemented, the default init/1 returns {:ok, state}.
State Synchronization
State is synchronized to storage in these scenarios:
	Manual sync: Return :sync from any callback, ie: {:noreply, state, :sync}
You can also combine sync with other actions via callback options,
e.g. {:noreply, state, {:continue, term}, sync: true}.
	Automatic sync: When :auto_sync is enabled all changes are immediately written when
any callback returns, or the :sync_every_ms interval can be provided to periodically sync changes.
	Graceful shutdown: Automatically synced during normal termination, ie: cold deploys
	Before stopping: When returning {:stop, reason, state} from callbacks

Stopping Behavior
DurableServer supports different stop reasons with specific behaviors regarding exit signal propagation:
Shutdown-wrapped stops (exit signal propagates to linked processes)
	{:stop, {:shutdown, :delete}, state} - Stops and deletes from storage, exit signal propagates
	{:stop, {:shutdown, :permanent}, state} - Stops permanently, exit signal propagates.
:permanent stop will make the server no longer elligable for permanent restarts and it will remain
stopped until explicitly started by DurableSuper.Supervisor.start_child/2.
	{:stop, {:shutdown, :normal}, state} - Normal stop, exit signal propagates (syncs as stopped_graceful)

Shutdown-wrapped exits propagate to linked processes (allowing them to react) but don't kill them.
Non-shutdown stops (exit signal does NOT propagate to linked processes)
	{:stop, :delete, state} - Stops and deletes, silent termination (no exit signal)
	{:stop, :permanent, state} - Stops permanently, silent termination (no exit signal)
	{:stop, :normal, state} - Normal stop, silent termination (syncs as stopped_graceful)

Non-shutdown stops are transformed to :normal exits which don't propagate to linked processes.
Error stops
	{:stop, {:error, reason}, state} - Stops with error, marks as crashed, exit signal propagates

Use shutdown-wrapped stops when linked processes need to be notified of the shutdown.
Use non-shutdown stops for silent termination without notifying linked processes.
Error Handling and Recovery
DurableServers are designed to be resilient:
	Process crashes: LifecycleManager detects failures and restarts servers
	Node failures: Other nodes claim and restart orphaned processes
	Storage failures: Retries and graceful degradation where possible
	Region-aware network partitions: Consistent hashing ensures only one node manages each key
and places servers in their initial region where possible

Best Practices
	Always use DurableServer.Supervisor: Never start DurableServers directly
	Design for restarts: Assume your process can be restarted on any node at any time
	Ensure load_state/2 handles migrations and avoids side effects
You must implement state migrations for schema changes across code changes, which is handled
by bumping your :vsn option to use DurableServer and matching in your load_state/2 on
old versions.

  Note: A lock is not aquired until init/1 is entered, so your load_state/2 callbacks should always
  be a pure function without side effects. ie if you need process messaging, pubsub, or to perform work
  on process start, do so after loading your state within init/1.
	Consider appropriate sync intervals: Balance durability vs performance needs

Distribution and Clustering
DurableServers work seamlessly in distributed environments:
	Processes register in a cluster-wide registry with their unique keys
	Permanent servers are started across the cluster and guarantee only a single key
is started globally at a given time
	Servers can be configured with sticky placement preferences to restart on the same
machine or in the same region where they were running
	Health monitoring detects failures across the cluster
	Automatic failover ensures high availability

See DurableServer.Supervisor documentation for cluster configuration options.
Capacity-Aware Placement
DurableServers support automatic capacity-aware placement with remote fallback.
Local Placement (Default)
When starting a child, the local node is tried first. If capacity limits are exceeded,
remote placement is attempted automatically.
Remote Placement
If local capacity is exhausted, DurableServer automatically tries remote nodes:
	Same-region nodes first - Prioritizes nodes in the same region for lower latency
	Least busy nodes - Selects nodes with the lowest utilization across all limits
	Configurable retries - Default 3 remote nodes tried, configurable via max_placement_retries

Capacity Limits
Configure capacity limits when starting a supervisor:
{DurableServer.Supervisor,
 name: MyDurableSup,
 prefix: "durable/",
 max_children: %{
   :total => 100,                     # Max total children on this node
   MyModule => 50                     # Max MyModule children on this node
 },
 max_cpu: 80,                         # Max CPU % before rejecting
 max_memory: 85,                      # Max memory % before rejecting
 max_disk: {90, "/data"}}             # Max disk % on mount point before rejecting
Unlike CPU and memory limits, disk limits are bypassed for sticky restarts (children
returning to their previous node) since part of the disk usage is the child's own data.
Placement Options
Control remote placement behavior per start_child call:
# Default: Try local, then up to 3 remote nodes
DurableServer.Supervisor.start_child(sup, {MyServer, key: "user_1", initial_state: %{}})

# Local only, no remote fallback
DurableServer.Supervisor.start_child(sup, {MyServer, key: "user_1", initial_state: %{}},
  max_placement_retries: 0)

# Try local, then up to 5 remote nodes
DurableServer.Supervisor.start_child(sup, {MyServer, key: "user_1", initial_state: %{}},
  max_placement_retries: 5)
Note: Automatic restarts from LifecycleManager always use max_placement_retries: 0
to place processes on their current node only, deferring to other node LifecycleManagers to
manager their own node-local placement.
See DurableServer.Supervisor for full configuration details.
Sticky Placement
Sticky placement allows DurableServers to prefer restarting on nodes with specific
characteristics (e.g., same machine, same region) before falling back to other nodes.
This is particularly useful for things like Litestream-backed databases to avoid
unnecessary S3 restores when the database is already available locally.
Sticky Configuration
Configure sticky placement per-module when starting a supervisor using a keyword list
where keys are environment variable names (as atoms) and values are delay times in milliseconds:
{DurableServer.Supervisor,
 name: MyDurableSup,
 prefix: "durable/",
 sticky_placement: %{
   MyDatabaseServer => [
     FLY_MACHINE_ID: 10_000,
     FLY_REGION: 20_000,
     any: 0
   ]
 }}
Sticky placement uses environment variables to create a progressive fallback strategy
with cumulative time windows. Each delay value specifies how much time to add before
the next level can claim. From the above configuration:
	Level 0 (immediate): Only nodes matching FLY_MACHINE_ID can claim
	Level 1 (after 10s): Nodes matching FLY_REGION can claim
	Level 2 (after 30s): Any node (:any) can claim

The delays are cumulative - each level unlocks at the sum of all previous delays:
	Level 0 unlocks at 0ms (always immediate)
	Level 1 unlocks at 10,000ms (sum of delays before level 1)
	Level 2 unlocks at 30,000ms (10s + 20s)

The last level's delay value is unused (no subsequent level), so 0 is conventional.
Earlier levels remain eligible even after later levels unlock, maintaining preference order.
Common Patterns
Machine stickiness with region fallback (no :any):
sticky_placement: %{
  MyServer => [
    FLY_MACHINE_ID: 20_000,
    FLY_REGION: 0
  ]
}
Same machine claims immediately, same region claims after 20s. Without :any, nodes
in other regions can never claim - the server will only run in its original region.
Region stickiness, falling back to any node:
sticky_placement: %{
  MyServer => [
    FLY_REGION: 20_000,
    any: 0
  ]
}
Same region claims immediately, any node can claim after 20s.
Custom environment variables:
sticky_placement: %{
  MyServer => [
    DATACENTER: 15_000,
    AVAILABILITY_ZONE: 30_000,
    any: 0
  ]
}
Same datacenter claims immediately, same availability zone after 15s, any node after 45s.
Strict region pinning (no fallback):
sticky_placement: %{
  MyServer => [
    FLY_REGION: 0
  ]
}
Only nodes with matching FLY_REGION can claim, and they can claim immediately.
Without :any, non-matching nodes can never claim the server - it will only run
on nodes with the same FLY_REGION as where it was originally started. Use this when
data locality is critical and you'd rather the server stay down than run in the wrong
location.
Default Sticky Placement
Apply the same sticky placement configuration to all modules:
{DurableServer.Supervisor,
 name: MyDurableSup,
 prefix: "durable/",
 default_sticky_placement: [
   FLY_REGION: 20_000,
   any: 0
 ]}
Per-module configurations override the default.
Updating Sticky Placement Configuration
When a DurableServer starts, its sticky placement is captured based on the module
configuration and the node's current environment variables. This placement is persisted
with the server's state in object storage.
If you later change the module's sticky placement configuration (for example, adding
:any as a fallback level), running servers retain their original placement from when
they started. To ensure proper orphan claiming behavior, the lifecycle manager automatically
augments persisted placement with the :any level if present in the updated module config.
For example, if you change from:
sticky_placement: %{MyServer => [FLY_MACHINE_ID: 60_000, FLY_REGION: 0]}
To:
sticky_placement: %{MyServer => [FLY_MACHINE_ID: 60_000, FLY_REGION: 120_000, any: 0]}
Servers started before the change will have their persisted placement augmented with the
:any level at runtime. This ensures they can still be claimed by any node after their
specific placement preferences are exhausted, using the delay specified in the module config.
Other environment variable levels cannot be added retroactively since their values were
determined when the server originally started.
Important Notes
	Environment variable values are captured when the server first starts
	Values are stored in the server's metadata in object storage
	nil environment variable values are preserved and can match
	The :any atom matches any node, regardless of environment variables
	Time windows are cumulative, not independent intervals
	Earlier preference levels remain eligible after later levels unlock

Monitoring Events with Group
DurableServer uses Group for distributed process groups, registry, and lifecycle monitoring.
You can call into the Group instance of your Supervisor to monitor DurableServer events:
# Monitor a specific key
:ok = Group.monitor(MyDurableSup, "user/123")

# Monitor all keys with a prefix
:ok = Group.monitor(MyDurableSup, "user/")

# Monitor all events
:ok = Group.monitor(MyDurableSup, :all)
Monitors receive {:group, events, info} tuples in their mailbox:
def handle_info({:group, events, _info}, state) do
  Enum.each(events, fn
    %Group.Event{type: :registered, key: key, pid: pid, previous_meta: nil} ->
      # A DurableServer started (previous_meta is nil for first registration)
      :ok
    %Group.Event{type: :unregistered, key: key, reason: reason} ->
      # A DurableServer stopped
      :ok
    _ -> :ok
  end)
  {:noreply, state}
end
Event types: :registered, :unregistered, :joined, :left
:registered and :joined events include a previous_meta field (nil for new, old meta
for re-register/re-join). Single operations produce one event per tuple; bulk operations
(nodedown, process death) batch all events together.
Joining as a Member
Non-DurableServer processes can join keys to be discoverable and receive dispatched messages:
# Join a key (e.g., from a Phoenix Channel)
:ok = Group.join(MyDurableSup, "room/123", %{type: :channel})

# Re-joining updates metadata in place
:ok = Group.join(MyDurableSup, "room/123", %{type: :channel, status: :active})

# Query all members of a key (DurableServers + joined processes)
members = Group.members(MyDurableSup, "room/123")
# => [{#PID<0.150.0>, %{...}}, {#PID<0.200.0>, %{type: :channel, status: :active}}]

# Leave when done (also happens automatically on process death)
:ok = Group.leave(MyDurableSup, "room/123")
Dispatching to Members
Send messages to all members of a key:
# From a DurableServer, broadcast to all connected channels
Group.dispatch(MyDurableSup, state.key, {:new_message, message})
Monitor vs Join
	monitor/2: Receive lifecycle events
(:registered, :unregistered, :joined, :left) - system-generated
	join/3: Be discoverable via members/2 and receive dispatch/3
messages - application-level

These are independent - joining does not monitor events, and monitoring does not make you discoverable.
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          @type init_option() ::
  {:auto_sync, boolean()}
  | {:sync_every_ms, pos_integer()}
  | {:meta, map()}
  | {:permanent, boolean()}
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  | :permanent
  | {:shutdown, :delete}
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  | {:shutdown, :normal}
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          @callback after_terminate(terminate_return :: term(), info :: map()) :: term()


      


Optional callback invoked after terminate/2 and after final status sync.
This callback is only invoked when the final status sync completed successfully
for a graceful stop (final_status: :stopped_graceful and sync_result: :ok).
The first argument is exactly the return value from terminate/2.
The second argument is an info map:
	:key - DurableServer key
	:supervisor - Supervisor name
	:final_status - Final persisted status atom
	:sync_result - :ok | {:error, term()}

	:reason - Termination reason passed to terminate/2
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          @callback code_change(
  old_vsn :: term() | {:down, term()},
  state :: term(),
  extra :: term()
) ::
  {:ok, new_state :: term()} | {:error, reason :: term()}
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          @callback dump_state(state :: term()) :: map()


      


Transform user state into a map for persistence.
This required callback is used when saving state through the configured storage backend.
It allows you to:
	Filter out keys that shouldn't be persisted (like PIDs, refs, etc.)
	Transform the state shape for storage
	Remove ephemeral data

The returned value must be a plain map at the top level. Nested values are passed
through to the configured backend as-is, so they only need to be encodable by the
backend you are using.
This means persisted shapes may differ by backend. For example:
	DurableServer.Backends.ObjectStore typically encodes to and decodes from JSON-shaped data
with string keys
	DurableServer.Backends.EKVStore may preserve richer Elixir terms

If you plan to move data between backends, load_state/2 should be prepared to
handle multiple persisted shapes during the migration window.
Examples
def dump_state(%{count: count, temp_data: _temp} = state) do
  # Only persist count, filter out temp_data
  %{count: count}
end
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          @callback handle_call(request :: term(), from :: GenServer.from(), state :: term()) ::
  {:reply, reply, new_state}
  | {:reply, reply, new_state, timeout_action()}
  | {:reply, reply, new_state, callback_options()}
  | {:reply, reply, new_state, timeout_action(), callback_options()}
  | {:noreply, new_state}
  | {:noreply, new_state, timeout_action()}
  | {:noreply, new_state, callback_options()}
  | {:noreply, new_state, timeout_action(), callback_options()}
  | {:stop, reason, reply, new_state}
  | {:stop, {:shutdown, :delete}, reply, new_state}
  | {:stop, {:shutdown, :permanent}, reply, new_state}
  | {:stop, :delete, reply, new_state}
  | {:stop, :permanent, reply, new_state}
  | {:stop, reason, new_state}
  | {:stop, {:shutdown, :delete}, new_state}
  | {:stop, {:shutdown, :permanent}, new_state}
  | {:stop, :delete, new_state}
  | {:stop, :permanent, new_state}
when reply: term(), new_state: term(), reason: term()
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          @callback handle_cast(request :: term(), state :: term()) ::
  {:noreply, new_state}
  | {:noreply, new_state, timeout_action()}
  | {:noreply, new_state, callback_options()}
  | {:noreply, new_state, timeout_action(), callback_options()}
  | {:stop, reason :: term(), new_state}
  | {:stop, {:shutdown, :delete}, new_state}
  | {:stop, {:shutdown, :permanent}, new_state}
  | {:stop, :delete, new_state}
  | {:stop, :permanent, new_state}
when new_state: term()
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          @callback handle_continue(continue :: term(), state :: term()) ::
  {:noreply, new_state}
  | {:noreply, new_state, timeout_action()}
  | {:noreply, new_state, callback_options()}
  | {:noreply, new_state, timeout_action(), callback_options()}
  | {:stop, reason :: term(), new_state}
  | {:stop, {:shutdown, :delete}, new_state}
  | {:stop, {:shutdown, :permanent}, new_state}
  | {:stop, :delete, new_state}
  | {:stop, :permanent, new_state}
when new_state: term()
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          @callback handle_info(msg :: :timeout | term(), state :: term()) ::
  {:noreply, new_state}
  | {:noreply, new_state, timeout_action()}
  | {:noreply, new_state, callback_options()}
  | {:noreply, new_state, timeout_action(), callback_options()}
  | {:stop, reason :: term(), new_state}
  | {:stop, {:shutdown, :delete}, new_state}
  | {:stop, {:shutdown, :permanent}, new_state}
  | {:stop, :delete, new_state}
  | {:stop, :permanent, new_state}
when new_state: term()
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          @callback init(loaded_state :: map()) ::
  :ignore | {:ok, state :: term()} | {:ok, state :: term(), [init_option()]}


      


Initializes the DurableServer with loaded state.
This callback is invoked after the server acquires its global lock and loads
any persisted state. You can implement either init/1 or init/2:
	init/1 - Receives only the loaded state
	init/2 - Receives the loaded state and an info map with runtime information

If you implement init/2, it takes precedence over init/1.
The Info Map (init/2)
The info map in init/2 contains:
	:key - The DurableServer key
	:supervisor - The supervisor name (e.g., MyApp.DurableSup)
	:task_supervisor - The task supervisor for async operations
	:dynamic_supervisor - The dynamic supervisor managing DurableServer processes
	Any user-defined keys from the supervisor's :init_info option

Return Values
	{:ok, state} - Initialize with the given state
	{:ok, state, opts} - Initialize with state and options
	:ignore - Don't start the server, sync as stopped_graceful

Options
	:auto_sync - Enable automatic syncing on every callback return (default: false)
	:sync_every_ms - Periodic sync interval in milliseconds (default: 30_000)
	:meta - User metadata returned by DurableServer.Supervisor.lookup/2
	:permanent - Mark server for automatic restart by LifecycleManager (default: false)

Examples
# Simple init/1
def init(state) do
  {:ok, state, permanent: true}
end

# init/2 with runtime info
def init(state, info) do
  # Access built-in values
  %{key: key, task_supervisor: task_sup} = info

  # Access user-defined values from supervisor's init_info
  api_client = info.api_client

  {:ok, Map.merge(state, %{task_sup: task_sup, api_client: api_client})}
end

  



  
    
      
    
    
      init(loaded_state, info)


        (optional)


    

  


  

      

          @callback init(loaded_state :: map(), info :: map()) ::
  :ignore | {:ok, state :: term()} | {:ok, state :: term(), [init_option()]}


      



  



  
    
      
    
    
      load_state(old_vsn, persisted_state)



    

  


  

      

          @callback load_state(old_vsn :: pos_integer() | nil, persisted_state :: map()) :: map()


      


Transform backend-decoded persisted state back into user state format.
This required callback is used when loading state from the configured backend.
It allows you to:
	Convert backend-specific persisted shapes into your runtime state format
	Set default values for missing keys
	Initialize ephemeral state that wasn't persisted

On first boot for a never-before-persisted server, DurableServer encodes and
decodes the result of dump_state/1 through the configured backend before
calling load_state/2. This keeps the first-boot shape consistent with the
shape you will receive on later restarts for that backend.
Persisted state is backend-dependent. For example:
	DurableServer.Backends.ObjectStore usually passes JSON-decoded maps with string keys
	DurableServer.Backends.EKVStore may pass maps with atom keys or other native Elixir terms

During backend migrations, it is valid for load_state/2 to receive multiple
historical shapes until the migration is complete.
For a server that has never been persisted, the old_vsn will be nil.
Note: the function is NOT guaranteed to be idempotent. The durable server
is not considered started until after load_state/2 is run and a lock is
succesfully obtained with your loaded state. Concurrent nodes can race your
state load and aquire the lock before you, so this function should not issue
side effects like calling other processes. Peform such side effect work
inside init/1, which is gauranteed to have started your durable server with
a successful global lock.
Examples
def load_state(_old_vsn, dumped_state) do
  # Convert string keys to atoms and add ephemeral state
  %{
    count: Map.fetch!(dumped_state, "count"),
    temp_data: nil,
    status: :initialized
  }
end

  



  
    
      
    
    
      terminate(reason, state)


        (optional)


    

  


  

      

          @callback terminate(reason :: term(), state :: term()) :: term()
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      child_spec(init_arg)



    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
    
    
      clear_restart_attempt(store, data)



    

  


  

Clear restart attempt metadata from a server object.
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      fatal_exit!(pid, reason)



    

  


  


  



    

  
    
      
    
    
      fetch_stored_state(source, request, opts \\ [])



    

  


  

Fetches the DurableServer's current state from storage.

  



  
    
      
    
    
      get_server_metadata(store, path)



    

  


  

Get just the metadata for a server without the full object.
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DurableServer.Backends.MirrorStore 
    



      
Dual-backend adapter for mirrored writes, fallback reads, and phased cutovers.
This backend fronts two concrete backends:
	:primary   - usually the current production backend
	:secondary - usually the destination backend

and lets reads/writes be directed independently while optionally mirroring and
promoting data for an online cutover.
Core Model
Runtime behavior is driven by four switches:
	:read_preference (:primary | :secondary) - where normal reads come from

	:write_target (:primary | :secondary) - where authoritative writes go first

	:fallback_reads (boolean) - if a read misses on preferred backend, try the other
	:mirror_writes (boolean) - replicate writes/deletes to the non-authoritative backend

Additional safety knobs:
	:promote_on_fallback (boolean) - copy fallback read result into read-preferred backend
	:mirror_mode (:best_effort | :required) - mirror failures ignored vs surfaced

	:secondary_required (boolean) - whether ensure_ready/1 must verify secondary

Read Flow
Reads always start from read_preference.
get(key)
  |
  v
read_preference backend
  |-- hit -------------------------------> return object
  |
  |-- not_found & fallback_reads=true
         |
         v
      other backend
         |-- miss -----------------------> return miss/error
         |
         |-- hit
               |
               |-- promote_on_fallback=false -> return fallback object as-is
               |
               `-- promote_on_fallback=true
                      |
                      v
                   put into read_preference
                      |-- success/conflict-resolved -> return read_preference object
                      `-- transient failure          -> return {:error, {:promotion_failed, reason}}
Why promotion matters
ETags/CAS tokens are backend-local. Returning a token from fallback backend and
then writing against read-preferred backend can conflict even when data matches.
Promotion-on-fallback avoids that mismatch by returning tokens from the active
read backend after promotion. If promotion fails, this backend now returns an
error instead of the fallback object so callers do not accidentally CAS against
the wrong backend token.
Write Flow
Writes (put_object, try_claim, update_object) and deletes start at
write_target.
write/delete(key)
  |
  v
write_target backend (authoritative for that operation)
  |-- failure ---------------------------> return error
  |
  `-- success
        |
        |-- mirror_writes=false ---------> return success
        |
        `-- mirror_writes=true
               |
               v
            other backend (mirror)
               |-- success/not_found(delete) -> return success
               |
               `-- error
                     |-- mirror_mode=:best_effort -> return success
                     `-- mirror_mode=:required    -> return {:error, {:mirror_failed, reason}}
Notes:
	Mirrored put drops :etag from options intentionally.
This avoids cross-backend CAS token coupling.
	For delete, a mirror-side :not_found is treated as success.

Source Of Truth
There is no single permanent source of truth baked into this adapter.
Source of truth is operationally defined by configuration at a point in time:
	Read truth: read_preference
	Write truth: write_target

During a cutover, truth can intentionally shift phase by phase.
mirror_writes + promote_on_fallback are the mechanisms that keep both
sides converged while shifting those pointers.
Example Rollout
Configure the supervisor with the mirror backend while moving from object
storage to EKV:
{DurableServer.Supervisor,
 name: MyDurableSup,
 prefix: "my_app/",
 backend:
   {DurableServer.Backends.MirrorStore,
    [
      primary: {DurableServer.Backends.ObjectStore, object_store_opts},
      secondary: {DurableServer.Backends.EKVStore, [name: :durable_ekv]},
      read_preference: :primary,
      write_target: :primary,
      mirror_writes: true,
      fallback_reads: true,
      promote_on_fallback: true
    ]}}
One possible rollout sequence:
Phase 1: Shadow
  read_preference=:primary, write_target=:primary
  mirror_writes=true, fallback_reads=true, promote_on_fallback=true

Phase 2: Backfill
  copy historical objects into the secondary backend

Phase 3: Combined Cutover
  read_preference=:secondary, write_target=:secondary
  keep mirror_writes=true for rollback safety, then disable

Phase 4: Finalize
  switch to single-backend config (e.g. pure EKV)
promote_on_fallback: true ensures fallback reads are copied into the active
read backend so returned CAS etags remain backend-local and safe for
subsequent lock updates.
A read-only cutover (read_preference=:secondary, write_target=:primary)
is not safe for existing DurableServer restarts because etags/vsns are
backend-local. Existing-object restart reads the stored body and etag/vsn from
read_preference, but lock acquisition and follow-up CAS writes go to
write_target.
API Semantics
	list_all_objects_stream/3 reads only from read_preference.
It does not merge both backends.
	ensure_ready/1 always checks primary. Secondary readiness check is optional
(secondary_required: true).
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          @type state() :: %{
  primary: DurableServer.StorageBackend.t(),
  secondary: DurableServer.StorageBackend.t(),
  read_preference: :primary | :secondary,
  write_target: :primary | :secondary,
  fallback_reads: boolean(),
  promote_on_fallback: boolean(),
  mirror_writes: boolean(),
  mirror_mode: :best_effort | :required,
  secondary_required: boolean()
}
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DurableServer.ObjectStore 
    



      
Manages Tigris bucket operations for Fly apps.
Focused solely on bucket management and credential generation.
For object operations, use Req + ReqS3 functionality directly.
Consistency
All operations are consistent by default. Consistent operations send then
x-tigris-consistent true header. This guarantees consistency with reads and writes,
regardless of the client region. Clients can opt into local region request
with consistent: false on a case by case basis, to favor speed and reduced latency
at the cost of consistency on a base-by-base basis.
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        copy_object(client, source_bucket, source_key, dest_bucket, dest_key)

      


        Copies an object within S3 (used for moving to trash).



    


    
      
        create_bucket(client, bucket_name, opts \\ [])

      


        Creates a bucket for a Fly app.
Returns {:ok, bucket_info} on success, or {:error, reason} if creation fails.



    


    
      
        create_bucket_with_credentials(client, bucket_name)

      


        Creates a bucket for a Fly app and generates credentials for it in a single operation.
This is a convenience function that combines create_bucket/1 and generate_bucket_credentials/1.



    


    
      
        delete_bucket(client, bucket_name)

      


        Deletes a bucket. This will fail if the bucket is not empty.
Returns :ok on success, or {:error, reason} if deletion fails.



    


    
      
        delete_object(client, key)

      


        Deletes an object from S3.



    


    
      
        ensure_bucket_exists(client)

      


    


    
      
        generate_bucket_credentials(client, bucket_name)

      


        Generates bucket-scoped credentials for a Fly app to access its own bucket.



    


    
      
        get_object(client, key, opts \\ [])

      


        Gets an object from storage.



    


    
      
        get_policy_details(client, policy_arn)

      


        Gets detailed information about a specific IAM policy including the policy document.



    


    
      
        list_all_objects_stream(client, prefix, opts \\ [])

      


        Streams all object keys in a bucket with optional prefix filtering.



    


    
      
        list_bucket_policies(client, bucket_name)

      


        Lists IAM policies that match a given bucket name pattern.



    


    
      
        list_buckets(client)

      


        Lists all buckets in the account.
Returns {:ok, buckets} on success, or {:error, reason} if listing fails.



    


    
      
        list_objects(client, prefix, opts \\ [])

      


        Lists objects in a bucket with optional prefix filtering.



    


    
      
        new(opts)

      


    


    
      
        new(client, opts)

      


    


    
      
        new_req(client, opts \\ [])

      


    


    
      
        put_object(client, key, data, opts \\ [])

      


        Puts an object to S3.



    


    
      
        try_claim(client, key, body)

      


        Attempts to claim a key in a bucket using a CAS (Compare-And-Swap) operation.
Uses an if-match header to ensure the key doesn't exist when creating.



    


    
      
        update_object(client, key, update_fn, opts \\ [])

      


        Atomically updates an object using etag-based conflict resolution.
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Copies an object within S3 (used for moving to trash).

  



    

  
    
      
    
    
      create_bucket(client, bucket_name, opts \\ [])



    

  


  

Creates a bucket for a Fly app.
Returns {:ok, bucket_info} on success, or {:error, reason} if creation fails.
Note: If the bucket already exists, this function will return an error,
which can be handled by the caller.

  



  
    
      
    
    
      create_bucket_with_credentials(client, bucket_name)



    

  


  

Creates a bucket for a Fly app and generates credentials for it in a single operation.
This is a convenience function that combines create_bucket/1 and generate_bucket_credentials/1.
Returns:
	 = scoped_obj_store} on success
	} if bucket creation fails
	} if credential generation fails


  



  
    
      
    
    
      delete_bucket(client, bucket_name)



    

  


  

Deletes a bucket. This will fail if the bucket is not empty.
Returns :ok on success, or {:error, reason} if deletion fails.

  



  
    
      
    
    
      delete_object(client, key)



    

  


  

Deletes an object from S3.
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      generate_bucket_credentials(client, bucket_name)



    

  


  

Generates bucket-scoped credentials for a Fly app to access its own bucket.
This implementation uses Tigris IAM API to:
	Create an access key using CreateAccessKey
	Create a policy using CreatePolicy to restrict access to the specified bucket
	Attach the policy to the access key using AttachUserPolicy

Returns {:ok, credentials} on success, or {:error, reason} if creation fails.

  



    

  
    
      
    
    
      get_object(client, key, opts \\ [])



    

  


  

Gets an object from storage.
Options
  :consistent - whether to make a consistent request to the default region. (Default true)
Examples
iex> get_object(ObjectStore.new(), "my-key")
{:ok, %{body: "my-value", etag: "..."}
Returns of a map of the form %{body: body, etag: etag} or {:error, reason}.
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Gets detailed information about a specific IAM policy including the policy document.
Uses the GetPolicy and GetPolicyVersion API operations to retrieve full policy details.
Examples
iex> get_policy_details("arn:aws:iam::123456789012:policy/bucket-policy-my-bucket-abc123")
{:ok, %{
  arn: "arn:aws:iam::123456789012:policy/bucket-policy-my-bucket-abc123",
  name: "bucket-policy-my-bucket-abc123",
  document: "{"Version":"2012-10-17","Statement":[...]}"
}}

  



    

  
    
      
    
    
      list_all_objects_stream(client, prefix, opts \\ [])



    

  


  

Streams all object keys in a bucket with optional prefix filtering.
CAUTION: use this with care as since this will stream over every matching object
in the bucket. While the stream will efficiently enumerable all objects without loading
them all into memory at a time, it can still enumerate the entire object space on an
eager match.
Returns a Stream that automatically handles pagination using continuation tokens.
This is memory-efficient for large buckets as it only loads one page at a time.
Options
	:error_handler - Function to handle errors. Receives error reason and should
return :halt to stop the stream or :continue to skip the error.
Defaults to raising the error.

Examples
# Stream all keys with prefix
ObjectStore.list_all_objects_stream(store, "my-prefix/")
|> Stream.take(100)
|> Enum.map(fn %{key: key, etag: etag} = _obj -> ... end)

# With custom error handling
ObjectStore.list_all_objects_stream(store, "prefix/",
  error_handler: fn error_reason ->
    Logger.warning("List error: #{inspect(error_reason)}")
    :continue
  end)
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Lists IAM policies that match a given bucket name pattern.
Uses the ListPolicies API operation to find policies related to a bucket.
Examples
iex> ObjectStore.list_bucket_policies("my-bucket")
{:ok, [
  %{arn: "arn:aws:iam::123456789012:policy/bucket-policy-my-bucket-abc123", name: "bucket-policy-my-bucket-abc123"}
]}
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Lists all buckets in the account.
Returns {:ok, buckets} on success, or {:error, reason} if listing fails.

  



    

  
    
      
    
    
      list_objects(client, prefix, opts \\ [])



    

  


  

Lists objects in a bucket with optional prefix filtering.
Options
  :consistent - whether to make a consistent request to the default region. (Default true)
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      new_req(client, opts \\ [])



    

  


  


  



    

  
    
      
    
    
      put_object(client, key, data, opts \\ [])



    

  


  

Puts an object to S3.
Options
	:max_retries - The maximum number of times to retry put. Default 0.
	:etag - The existing etag to match. Conflicts return {:error, :conflict}
	:timeout - Total time in ms for the operation including retries. If exceeded,
no further retries will be attempted. Default: no timeout (unlimited retries until max_retries).
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Attempts to claim a key in a bucket using a CAS (Compare-And-Swap) operation.
Uses an if-match header to ensure the key doesn't exist when creating.
Args:
	req: A configured %ObjectStore{} client
	key: The key to claim
	body: The content to write if claim succeeds

Returns:
	} if successful
	 if key exists
	 for other failures


  



    

  
    
      
    
    
      update_object(client, key, update_fn, opts \\ [])



    

  


  

Atomically updates an object using etag-based conflict resolution.
Uses a read-modify-write pattern with etag verification to avoid conflicts.
If a conflict is detected, it will retry up to the specified maximum retries.
	key – The object key to update
	update_fn - Function that takes current data and returns {:ok, new_data} or {:error, reason}	To proceed with write, return {:ok, new_data}
	To abort write, return {:error, reason}



Options
	:timeout - Operation timeout (default: :infinity)
	:max_retries - Maximum number of retry attempts (default: 5)
	:consistent - Use consistent reads (default: true)
	:content_type - Content type for the object (default: "application/octet-stream")
	:task_supervisor - Task supervisor for async operations (default: uses client.task_supervisor)

Returns:
	} on successful update
	 if the key doesn't exist
	 if retries are exhausted
	 for other failures

Examples
store = ObjectStore.new()
ObjectStore.update_object(store, "my-key", fn %{body: current_data, etag: current_etag} ->
  updated = current_data <> " - updated"
  {:ok, updated}
end, timeout: :infinity, max_retries: 5)
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Supervisor for DurableServer processes with lifecycle management and graceful shutdown.
DurableServer.Supervisor provides a scoped environment for managing DurableServer
processes similar to how Task.Supervisor manages Task processes. Each supervisor
instance maintains its own lifecycle manager, heartbeat system, and object storage
namespace, preventing conflicts between different applications or components.
Usage
Start a DurableServer.Supervisor in your application supervision tree:
children = [
  {DurableServer.Supervisor, name: MyApp.DurableSup, prefix: "myapp/"}
]
Then start DurableServer processes through the supervisor:
DurableServer.Supervisor.start_child(
  MyApp.DurableSup,
  {MyServer, key: "user_123", initial_state: %{}}
)
Architecture
Each DurableServer.Supervisor creates the following supervision tree:
MyApp.DurableSup
├── TaskSupervisor          # The task supervisor for for async internal operations
├── DynamicSupervisor       # The supervisor for all `DurableServer` processes on this node
├── SingleflightGuard       # Guard table sweeper for ensure_started waiters
├── LifecycleManager        # Monitors and restarts crashed servers
└── Terminator              # Coordinates graceful shutdown
Components
LifecycleManager: Automatically detects and restarts crashed or orphaned
DurableServer processes within this supervisor's scope. Uses object storage
queries and node heartbeats to identify servers that need restart.
SingleflightGuard: Maintains and sweeps the per-key/module waiter guard
table used by ensure_started_child/3 overload protection.
Terminator: Handles graceful shutdown by instructing all DurableServer
processes to sync their state before termination. Waits for confirmation
(up to a timeout) before allowing the supervisor to shut down.
Object Storage Scoping
Each supervisor uses a unique prefix for object storage to prevent naming
conflicts:
prefix: "myapp/"
# Results in keys like: myapp/user_123, myapp/session_456
Node Heartbeats
The LifecycleManager maintains node-level heartbeats in object storage at
{prefix}nodes/{node_name} and caches them locally for efficient health
checking during restart decisions.
Configuration Options
	:name - Required. Registered name for this supervisor instance
	:prefix - Required. Object storage prefix for scoping (should end with "/")
	:max_children - Maximum concurrent DurableServer processes (default: :infinity)
	:discovery_interval_ms - How often to scan for orphaned servers (default: 60_000)
	:initial_discovery_delay_ms - Initial delay before the first discovery sweep.
Accepts either a fixed integer delay or a {min_ms, max_ms} jitter tuple
(default: {1_000, 6_000})
	:discovery_burst_count - Number of initial discovery sweeps to run back-to-back
without waiting for the discovery interval (default: 3)
	:discovery_shuffle_batch_size - Number of candidate keys to accumulate before
shuffling restart order (default: 20_000)
	:parallel_restart_batch_size - Number of restart attempts to run concurrently per
node during a discovery sweep (default: 50)
	:restart_start_timeout_ms - Maximum time to wait for a claimed LM restart to
finish bootstrapping before treating the outcome as unknown (default: 30_000)
	:restart_claim_preferred_fanout - Number of eligible nodes allowed to contend for
a freshly restartable key before widening (default: 2)
	:restart_claim_expanded_fanout - Number of eligible nodes allowed to contend after
the first restart-gate age threshold (default: 4)
	:restart_claim_gate_expand_after_ms - Age after which restart contention widens
from preferred to expanded fanout (default: 30_000)
	:restart_claim_gate_disable_after_ms - Age after which the restart contention gate
is disabled and all eligible nodes may contend (default: 120_000)
	:heartbeat_interval_ms - How often to write node heartbeats (default: 10_000)
	:heartbeat_staleness_threshold_ms - How long a node heartbeat may go without success
before the node is considered stale/orphan-claimable (default: 30_000)
	:heartbeat_tracking_mode - Heartbeat cache strategy: :poll or :subscribe.
Defaults from backend capabilities.
	:heartbeat_reconcile_interval_ms - Full heartbeat cache reconcile interval used
in :subscribe mode (default from backend capabilities).
	:dead_node_threshold_ms - How long before a node is considered permanently dead and cleaned up
(default: 86_400_000 = 24 hours)
	:crash_threshold_count - Number of crashes before marking object as permanently crashed
(default: 5)
	:crash_threshold_window_ms - Time window for crash threshold counting
(default: 3_600_000 = 1 hour)
	:module_circuit_breaker_count - Module-wide crash limit before circuit breaker opens
(default: 50)
	:module_circuit_breaker_window_ms - Time window for module circuit breaker
(default: 300_000 = 5 minutes)
	:module_circuit_breaker_cooldown_ms - Cooldown period when module circuit breaker opens
(default: 600_000 = 10 minutes)
	:global_lock_failure_count - Supervisor-wide lock race threshold before the
global lock circuit breaker opens (default: 100)
	:global_lock_failure_window_ms - Time window for the global lock circuit breaker
threshold (default: 30_000 = 30 seconds)
	:global_lock_failure_cooldown_ms - Cooldown period when the global lock circuit
breaker opens (default: 60_000 = 1 minute)
	:backend - Optional storage backend spec:
{BackendModule, opts} or a pre-initialized %DurableServer.StorageBackend{}
	:object_store - Legacy object storage config (used when :backend is not set)
	:max_cpu - Maximum CPU usage percentage before rejecting new children on this node.
Values above 100 are valid since CPU load can exceed 100% when the run queue is larger than the core count.
When CPU usage reaches this threshold, new placements will be routed to other nodes.
	:max_memory - Maximum memory usage percentage (1-100) before rejecting new children on this node.
When memory usage reaches this threshold, new placements will be routed to other nodes.
	:max_disk - Maximum disk usage as {percent, mount_point} tuple (e.g., {90, "/data"}).
When disk usage on the specified mount point reaches the threshold, new placements will be
routed to other nodes. Unlike CPU and memory limits, disk limits are bypassed for sticky
restarts (children returning to their previous node) since part of the disk usage is the
child's own data.
	:heartbeat_meta - Optional node metadata as a map or zero-arity function returning a map.
Metadata is included in heartbeats and can be queried via get_cluster_nodes/1 for admin
dashboards or other informational purposes. Keys are converted to strings during JSON
serialization. Example: heartbeat_meta: %{"app" => "myapp"}
or heartbeat_meta: fn -> %{"deployment" => "bluegreen"} end
	:placement_region - Optional region label used for placement timeout tuning.
This value is written to heartbeat metadata as "placement_region" and used to detect
same-region vs cross-region placement calls.
	:placement_erpc_timeout_same_region_ms - Timeout for remote placement ERPC calls when
target node is in the same placement_region. Default: 3_000
	:placement_erpc_timeout_cross_region_ms - Timeout for remote placement ERPC calls when
target node is in a different/unknown placement_region. Default: 8_000
	:max_singleflight_waiters_per_key_module - Per {key, module} cap for
concurrent ensure_started_child/3 waiters. Calls beyond the cap fail fast with
{:error, :singleflight_overloaded}. Default: 50_000. Set to nil to disable.
	:sticky_placement_history_limit - Maximum number of placement history entries to keep
per server (default: 5). History tracks unique placement changes over time, useful for
identifying displaced servers and re-homing decisions. Oldest entries are pruned first.
	:init_info - A map of user-defined data passed to each DurableServer's init/2 callback.
Use this to provide shared configuration, API clients, or other dependencies to all servers
managed by this supervisor. The map is merged with built-in keys (:supervisor,
:task_supervisor, :dynamic_supervisor). Example: init_info: %{api_client: MyApp.API}
	:group - Options to pass to Group	:shards - The number of group shards. Defaults to 8
	:log - The log level. One of false, :info, or :verbose. Defaults :info.



Examples
# Basic usage
{DurableServer.Supervisor, name: MyApp.DurableSup, prefix: "myapp/"}

# With custom intervals
{DurableServer.Supervisor,
 name: MyApp.DurableSup,
 prefix: "myapp/",
 discovery_interval_ms: 30_000,
 heartbeat_interval_ms: 15_000}

# With an explicit backend module
{DurableServer.Supervisor,
 name: MyApp.DurableSup,
 prefix: "myapp/",
 backend:
   {DurableServer.Backends.ObjectStore,
    [
      bucket: "my-bucket",
      region: "iad"
    ]}}

# With resource limits
{DurableServer.Supervisor,
 name: MyApp.DurableSup,
 prefix: "myapp/",
 max_cpu: 80,
 max_memory: 85,
 max_disk: {90, "/data"}}

# With init_info for passing dependencies to servers
{DurableServer.Supervisor,
 name: MyApp.DurableSup,
 prefix: "myapp/",
 init_info: %{api_client: MyApp.APIClient, pubsub: MyApp.PubSub}}

# Start a server
{:ok, {pid, _meta}} = DurableServer.Supervisor.start_child(
  MyApp.DurableSup,
  {MyUserServer, key: "user_123", initial_state: %{name: "Alice"}}
)

# Terminate a specific server
DurableServer.Supervisor.terminate_child(pid)

      


      
        Summary


  
    Functions
  


    
      
        count_children(supervisor)

      


        Returns the count of currently running DurableServer processes.



    


    
      
        current_capacity(supervisor_name)

      


        Returns the current capacity map for this supervisor.



    


    
      
        ensure_started_child(supervisor, child_spec, opts \\ [])

      


        Ensures a DurableServer child process is started under this supervisor.



    


    
      
        get_cluster_nodes(supervisor_name)

      


        Gets all cluster nodes from the heartbeat cache with their heartbeat metadata.



    


    
      
        get_dynamic_supervisor(supervisor)

      


    


    
      
        get_server_info(sup_name, key)

      


        Gets detailed information about a server from storage.



    


    
      
        get_task_supervisor(supervisor)

      


    


    
      
        global_members(sup_name)

      


        Gets all global members matching this supervisor name on the cluster along with their metadata.



    


    
      
        global_members(sup_name, module)

      


    


    
      
        lookup(sup_name, key)

      


        Looks up a global durable server by key.



    


    
      
        node_ref(supervisor_name)

      


        Gets the unique node reference for this supervisor instance.



    


    
      
        ready?(supervisor_name)

      


        Checks if the DurableServer.Supervisor is ready to handle requests.



    


    
      
        rehome_child(supervisor, arg, opts \\ [])

      


        Rehomes a DurableServer child to a different node, bypassing sticky placement.



    


    
      
        start_child(supervisor, child_spec, opts \\ [])

      


        Starts a DurableServer child process under this supervisor.



    


    
      
        start_link(opts)

      


        Starts a DurableServer.Supervisor with the given options.



    


    
      
        stream_all_server_info(sup_name)

      


        Streams server info for all servers in storage.



    


    
      
        terminate_and_delete_child(supervisor, pid_or_key, timeout \\ 5000)

      


        Terminates a DurableServer child process AND deletes its object storage.



    


    
      
        terminate_child(supervisor_name, pid)

      


        Terminates a specific DurableServer child process gracefully.



    


    
      
        terminate_child_permanent(supervisor_name, pid)

      


        Terminates a specific DurableServer child process gracefully, and unmark it for permanent restart.



    


    
      
        wait_until_ready(supervisor_name, opts \\ [])

      


        Blocks until the supervisor is ready or timeout expires.



    


    
      
        which_children(supervisor)

      


        Lists all currently running DurableServer child processes on this node's supervisor.



    





      


      
        Functions


        


  
    
      
    
    
      count_children(supervisor)



    

  


  

Returns the count of currently running DurableServer processes.

  



  
    
      
    
    
      current_capacity(supervisor_name)



    

  


  

Returns the current capacity map for this supervisor.
Returns a map with :total (total children across all modules) and per-module capacity information,
or nil if no limits are configured.
Examples
iex> current_capacity(MySupervisor)
%{
  :total => %{current: 50, limit: 100},
  MyModule => %{current: 10, limit: 20}
}

iex> current_capacity(UnlimitedSupervisor)
nil

  



    

  
    
      
    
    
      ensure_started_child(supervisor, child_spec, opts \\ [])



    

  


  

Ensures a DurableServer child process is started under this supervisor.
Unlike start_child/2, this function first checks the registry for an existing
process before attempting to start a new one. This is useful when you want to
ensure a process exists but don't know if it's already running.
The child spec is {Module, key: key, initial_state: initial_state}.
:initial_state is required and must be a map. If a new process is started
and no persisted state exists yet, DurableServer passes :initial_state
through the module's dump_state/1, the configured backend's encode/decode
path, and then load_state/2 before init/1 or init/2. This means the
dumped initial state must be encodable by the configured backend, and
load_state/2 receives the backend-decoded shape.
Options
	:local_only - When true, the child will only be started on the local node.
Skips sticky placement preferences and never attempts remote placement.
If the local node is at capacity, returns {:error, {:capacity_limit, reason}}.
Default: false.
	:max_placement_retries - Maximum number of remote nodes to try when local
placement fails due to capacity limits. Default: 3. Ignored when local_only: true.
	:placement_timeout - Maximum time in milliseconds to keep retrying remote placement.
When set, if all placement attempts fail, retries with fresh eligible nodes every
500ms until the deadline. Default: nil (no retry).
	:timeout - Maximum total time in milliseconds to wait for the process to be
found or bootstrapped. Returns {:error, :timeout} on expiration, unless a
live storage lock is found without a reachable Group entry. Set to :infinity
to disable. Default: 5000ms.

Returns
	{:ok, {pid, meta}} - Process is running (either found or newly started)
	{:error, {:unreachable, pid}} - Storage has a live lock for pid, but no
Group metadata became reachable before the registration-race wait expired
	{:error, reason} - Failed to start the process

Examples
# Will start if not running, or return existing process
{:ok, {pid, meta}} = DurableServer.Supervisor.ensure_started_child(
  MyApp.DurableSup,
  {MyServer, key: "server_1", initial_state: %{initial_value: 42}}
)

# Ensure locally only — never attempt remote placement
{:ok, {pid, meta}} = DurableServer.Supervisor.ensure_started_child(
  MyApp.DurableSup,
  {MyServer, key: "server_1", initial_state: %{}},
  local_only: true
)

# Calling again returns the same process
{:ok, {^pid, ^meta}} = DurableServer.Supervisor.ensure_started_child(
  MyApp.DurableSup,
  {MyServer, key: "server_1", initial_state: %{initial_value: 42}}
)

  



  
    
      
    
    
      get_cluster_nodes(supervisor_name)



    

  


  

Gets all cluster nodes from the heartbeat cache with their heartbeat metadata.
Returns a map of node names to node info maps containing heartbeat_meta.
Examples
iex> get_cluster_nodes(MyApp.DurableSupervisor)
%{
  "node1@host" => %{heartbeat_meta: %{"region" => "ord"}},
  "node2@host" => %{heartbeat_meta: nil}
}

  



  
    
      
    
    
      get_dynamic_supervisor(supervisor)



    

  


  


  



  
    
      
    
    
      get_server_info(sup_name, key)



    

  


  

Gets detailed information about a server from storage.
Returns a rich map with server information regardless of whether the server
is currently running. This is useful for admin dashboards, debugging, and
re-homing decisions.
Return Value
Returns {:ok, info_map} on success or {:error, :not_found} if the server
doesn't exist in storage.
The info map contains:
	:key - The server's unique key
	:module - The DurableServer module
	:vsn - The state version
	:status - Server status (:running, :stopped_graceful, :crashed, etc.)
	:permanent - Whether the server is marked as permanent
	:last_heartbeat_at - Timestamp of last heartbeat (milliseconds)
	:node - The node where the server last ran (from storage)
	:sticky_placement - Current placement values (where it last ran)
	:sticky_placement_history - History of placement changes (most recent first)
	:crash_history - List of crash entries (most recent first), each with :timestamp and :reason
	:user_state - The raw user state (JSON decoded from storage)
	:pid - PID if currently running, nil otherwise
	:running - Boolean indicating if server is currently running

Placement History
The sticky_placement_history tracks placement changes over time. Each entry
contains an :at timestamp and :placement values. Only unique placements are
recorded (no duplicates when placement doesn't change). The history is capped
at a configurable limit (default 5), with oldest entries pruned first.
The first entry is the most recent placement, and the last entry is the oldest
known placement (which may be the original if history hasn't been pruned):
info = DurableServer.Supervisor.get_server_info(MySup, "user_123")
case info.sticky_placement_history do
  [current | _rest] ->
    # current.placement is where it's running now
    # current.at is when it moved there
  [] ->
    # No placement history (no sticky config or new server)
end
Examples
iex> DurableServer.Supervisor.get_server_info(MyDurableSup, "user_123")
{:ok, %{
  key: "user_123",
  module: MyServer,
  vsn: 1,
  status: :running,
  permanent: true,
  last_heartbeat_at: 1704067200000,
  node: "node1@host",
  sticky_placement: [%{env_var: "FLY_REGION", value: "sjc"}],
  sticky_placement_history: [
    %{at: 1704067200000, placement: [%{env_var: "FLY_REGION", value: "sjc"}]},
    %{at: 1704000000000, placement: [%{env_var: "FLY_REGION", value: "ord"}]}
  ],
  user_state: %{"count" => 42},
  pid: #PID<0.123.0>,
  running: true
}}

iex> DurableServer.Supervisor.get_server_info(MyDurableSup, "nonexistent")
{:error, :not_found}

  



  
    
      
    
    
      get_task_supervisor(supervisor)



    

  


  


  



  
    
      
    
    
      global_members(sup_name)



    

  


  

Gets all global members matching this supervisor name on the cluster along with their metadata.
Returns a map of all members in the form %{key => {pid, meta}}.
Examples
# Get all members for a supervisor
DurableServer.Supervisor.global_members(MySup)
#=> %{"user_1" => {#PID<0.123.0>, %{...}}, "user_2" => {#PID<0.124.0>, %{...}}}

# Get only members for a specific module
DurableServer.Supervisor.global_members(MySup, MyServer)
#=> %{"user_1" => {#PID<0.123.0>, %{...}}}

  



  
    
      
    
    
      global_members(sup_name, module)



    

  


  


  



  
    
      
    
    
      lookup(sup_name, key)



    

  


  

Looks up a global durable server by key.
Note: the provided key is not prefixed – the configured supervisor prefix
will automatically be applied when looking up the key from underlying storage.
Examples
{DurableServer.Supervisor, name: MyDurableSup, prefix: "myapp/"}
{:ok, {pid, _meta}} = DurableServer.Supervisor.start_child(
  MyDurableSup,
  {Counter, key: "counter123", initial_state: %{value: 0}}
)

iex> {pid, _meta} = DurableServer.Supervisor.lookup(MyDurableUp, "counter123")

  



  
    
      
    
    
      node_ref(supervisor_name)



    

  


  

Gets the unique node reference for this supervisor instance.
Note: other nodes will rpc us and call this function, which can race our
table creation and config insert, so we handle those cases explicitly.
The node_ref is used to detect when a node has been restarted to avoid
PID reuse from making stale locks appear valid. Each supervisor maintains
its own node_ref in ets storage that gets cleaned up when supervisor dies.

  



  
    
      
    
    
      ready?(supervisor_name)



    

  


  

Checks if the DurableServer.Supervisor is ready to handle requests.
Returns true once the supervisor and its lifecycle manager child are
registered, false otherwise.
This is safe to call at any time, even if the supervisor hasn't started yet.

  



    

  
    
      
    
    
      rehome_child(supervisor, arg, opts \\ [])



    

  


  

Rehomes a DurableServer child to a different node, bypassing sticky placement.
This is useful for manual rebalancing or administrative operations. The operation:
	Terminates the process gracefully on its current node (if running)
	Starts the process on the target node (or any eligible node if no target specified)

Parameters
	supervisor - The DurableServer.Supervisor name
	child_spec - The child spec tuple {module, key: "...", initial_state: %{...}}
	opts - Options:	:target_node - Specific node atom to place on (optional, defaults to best available)
	:force - If true, ignore sticky placement entirely (default: true)



Returns
	{:ok, {pid, meta}} - Successfully rehomed the process
	{:error, reason} - Failed to rehome

Examples
# Rehome to a specific node
{:ok, {pid, meta}} = DurableServer.Supervisor.rehome_child(
  MySup,
  {MyServer, key: "server_1", initial_state: %{}},
  target_node: :"node2@host"
)

# Rehome to any available node (ignoring sticky placement)
{:ok, {pid, meta}} = DurableServer.Supervisor.rehome_child(
  MySup,
  {MyServer, key: "server_1", initial_state: %{}}
)

  



    

  
    
      
    
    
      start_child(supervisor, child_spec, opts \\ [])



    

  


  

Starts a DurableServer child process under this supervisor.
The child spec is {Module, key: key, initial_state: initial_state}.
:initial_state is required and must be a map. Before the first init/1 or
init/2 call, DurableServer passes it through the module's dump_state/1,
the configured backend's encode/decode path, and then load_state/2. This
means the dumped initial state must be encodable by the configured backend,
and load_state/2 receives the backend-decoded shape.
Options
	:local_only - When true, the child will only be started on the local node.
If the local node is at capacity, returns {:error, {:capacity_limit, reason}}
instead of attempting remote placement. Default: false.
	:max_placement_retries - Maximum number of remote nodes to try when local
placement fails due to capacity limits. Default: 3. Ignored when local_only: true.
	:placement_timeout - Maximum time in milliseconds to keep retrying remote placement.
If all placement attempts fail, the caller retries with fresh eligible nodes every
500ms until the deadline. Useful during rolling deploys when
nodes are temporarily unavailable. Set to nil to disable. Default: 15000ms.
	:timeout - Maximum total time in milliseconds to wait for the child bootstrap to
complete, including internal retries. Returns {:error, :timeout} on expiration.
Set to :infinity to disable. Default: 5000ms.

Examples
# Start with init args
{:ok, {pid, meta}} = DurableServer.Supervisor.start_child(
  MyApp.DurableSup,
  {MyServer, key: "server_1", initial_state: %{initial_value: 42}}
)

# Start locally only — never attempt remote placement
{:ok, {pid, meta}} = DurableServer.Supervisor.start_child(
  MyApp.DurableSup,
  {MyServer, key: "server_1", initial_state: %{}},
  local_only: true
)

# Retry placement for up to 15 seconds during rolling deploys
{:ok, {pid, meta}} = DurableServer.Supervisor.start_child(
  MyApp.DurableSup,
  {MyServer, key: "server_1", initial_state: %{}},
  placement_timeout: 15_000
)

# The server module must use DurableServer
defmodule MyServer do
  use DurableServer, vsn: 1

  def init(%{initial_value: value}, info) do
    {:ok, %{value: value, key: info.key}, meta: %{my: "meta"}}
  end
end

  



  
    
      
    
    
      start_link(opts)



    

  


  

Starts a DurableServer.Supervisor with the given options.
Options
	:name - Required. The registered name for this supervisor
	:prefix - Required. Object storage prefix (should end with "/")
	:max_children - Maximum concurrent children (default: :infinity)
	:discovery_interval_ms - Lifecycle discovery interval (default: 60_000)
	:initial_discovery_delay_ms - Initial discovery delay as a fixed integer or
{min_ms, max_ms} jitter tuple (default: {1_000, 6_000})
	:discovery_shuffle_batch_size - Discovery shuffle batch size (default: 20_000)
	:parallel_restart_batch_size - Concurrent restart attempts per node (default: 50)
	:restart_start_timeout_ms - Timeout for LM-owned claimed restarts (default: 30_000)
	:restart_claim_preferred_fanout - Initial restart claim contention fanout (default: 2)
	:restart_claim_expanded_fanout - Expanded restart claim contention fanout (default: 4)
	:restart_claim_gate_expand_after_ms - Age before widening claim fanout (default: 30_000)
	:restart_claim_gate_disable_after_ms - Age before disabling the claim gate (default: 120_000)
	:heartbeat_interval_ms - Node heartbeat interval (default: 10_000)
	:heartbeat_staleness_threshold_ms - Node heartbeat stale/orphan threshold
(default: 30_000)
	:heartbeat_tracking_mode - Heartbeat cache strategy: :poll or :subscribe
	:heartbeat_reconcile_interval_ms - Full heartbeat cache reconcile interval
	:dead_node_threshold_ms - Dead node cleanup threshold (default: 300_000)
	:crash_threshold_count - Crashes before permanent crash (default: 5)
	:crash_threshold_window_ms - Crash threshold window (default: 3_600_000)
	:module_circuit_breaker_count - Module crash limit (default: 50)
	:module_circuit_breaker_window_ms - Module circuit breaker window (default: 300_000)
	:module_circuit_breaker_cooldown_ms - Module circuit breaker cooldown (default: 600_000)
	:backend - Optional storage backend spec:
{BackendModule, opts} or a pre-initialized %DurableServer.StorageBackend{}
	:object_store - Legacy object storage config (used when :backend is not set)
	:init_info - Map of user-defined data passed to each server's init/2 callback (default: %{})
	:placement_region - Optional region label used for placement timeout tuning.
	:placement_erpc_timeout_same_region_ms - Same-region remote placement ERPC timeout in ms.
Default: 3000
	:placement_erpc_timeout_cross_region_ms - Cross-region remote placement ERPC timeout in ms.
Default: 8000
	:max_singleflight_waiters_per_key_module - Per {key, module} cap for
concurrent ensure_started_child/3 waiters. Calls beyond the cap fail fast with
{:error, :singleflight_overloaded}. Default: 50_000. Set to nil to disable.


  



  
    
      
    
    
      stream_all_server_info(sup_name)



    

  


  

Streams server info for all servers in storage.
Returns a Stream that yields info maps for each server found in storage.
Failed fetches are filtered out. Excludes internal node metadata objects.
This is useful for admin dashboards that need to iterate over all servers
without loading everything into memory at once.
Examples
# Stream all servers
DurableServer.Supervisor.stream_all_server_info(MySup)
|> Enum.to_list()

# Stream only permanently crashed servers
DurableServer.Supervisor.stream_all_server_info(MySup)
|> Stream.filter(fn info -> info.status == :permanently_crashed end)
|> Enum.to_list()

  



    

  
    
      
    
    
      terminate_and_delete_child(supervisor, pid_or_key, timeout \\ 5000)



    

  


  

Terminates a DurableServer child process AND deletes its object storage.
This permanently removes the server and all its persisted state. The operation:
	Finds the running process (if any) by PID or key
	Terminates the process gracefully (allowing final state sync)
	Deletes the object storage data

Parameters
	supervisor - The DurableServer.Supervisor name
	pid_or_key - Either a PID of the running process or the key string

Returns
	:ok - Successfully terminated process and deleted storage
	{:error, reason} - Failed to delete (process may still be terminated)

Examples
# Delete by PID
:ok = DurableServer.Supervisor.terminate_and_delete_child(MySup, pid)

# Delete by key
:ok = DurableServer.Supervisor.terminate_and_delete_child(MySup, "user_123")

  



  
    
      
    
    
      terminate_child(supervisor_name, pid)



    

  


  

Terminates a specific DurableServer child process gracefully.
The child will be given time to sync its state before termination.

  



  
    
      
    
    
      terminate_child_permanent(supervisor_name, pid)



    

  


  

Terminates a specific DurableServer child process gracefully, and unmark it for permanent restart.
Useful to stop a previously permanently started durable server so that it won't be considered a
candidated for permanent restart in the future.
The child will be given time to sync its state before termination.

  



    

  
    
      
    
    
      wait_until_ready(supervisor_name, opts \\ [])



    

  


  

Blocks until the supervisor is ready or timeout expires.
Returns :ok if ready, {:error, :timeout} if timeout expires.
This is intended to be called via RPC on a node that may still be booting.
The remote node will block until its supervisor is ready, preventing
ETS errors from concurrent access during startup.
Options
	:timeout - Maximum time to wait in milliseconds (default: 5000)
	:poll_interval - How often to check readiness in milliseconds (default: 100)


  



  
    
      
    
    
      which_children(supervisor)



    

  


  

Lists all currently running DurableServer child processes on this node's supervisor.

  


        

      


  

    
DurableServer.Terminator 
    



      
Terminator GenServer that coordinates graceful shutdown of DurableServer processes.
The Terminator is placed at the bottom of the DurableServer.Supervisor supervision
tree and traps exits. When the supervisor is shutting down, the Terminator's
terminate/2 callback is called, which:
	Sends sync_and_stop messages to DurableServer children (with limited concurrency)
	Monitors each child process for DOWN messages
	Waits up to a configurable timeout for each child to sync and terminate
	Returns to continue the shutdown process

This ensures that DurableServer processes have an opportunity to persist their
state before the supervisor tree is torn down, while preventing indefinite
hangs during shutdown.
Configuration
The Terminator uses the same configuration as its parent DurableServer.Supervisor:
	:graceful_shutdown_timeout_ms - Maximum time to wait for each child to shutdown
(default: 30_000ms)
	:graceful_shutdown_concurrency - Maximum concurrent shutdown operations
(default: 50, should match Finch pool size to avoid connection exhaustion)

Graceful Shutdown Protocol
	Supervisor begins shutdown process
	Terminator's terminate/2 is called with reason and state
	Terminator uses Task.async_stream with limited concurrency to:
a. Send {:durable, {:sync_and_stop, reason}} to each DurableServer
b. Wait for each child to terminate (up to timeout)
	Each DurableServer calls sync_state/1 then stops normally
	After all children stop or timeout is reached, terminate/2 returns
	Supervisor continues shutdown process

The concurrency limit prevents overwhelming the Finch connection pool when many
DurableServers try to persist their state simultaneously during shutdown.
The graceful shutdown only applies to normal shutdown scenarios (e.g., application
stop, supervisor shutdown). For abnormal termination (crashes, kills), the normal
supervision tree behavior applies.
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    Functions
  


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        init(arg)

      


        Callback implementation for GenServer.init/1.



    


    
      
        start_link(opts)
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      child_spec(init_arg)



    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
    
    
      init(arg)



    

  


  

Callback implementation for GenServer.init/1.

  



  
    
      
    
    
      start_link(opts)
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